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Motivation

Why do standard fine‐tuning adapters struggle for one‐step distillation?

1. Teacher and student weights are strongly coupled in norm and direction, but the actual useful change is highly anisotropic.
2. Empirical analysis on DMD2 and PixArt‐alpha DMD shows directional changes are much larger than norm changes across layers.
3. Replacing the student direction with the teacher direction severely degrades generation, while replacing only the norm has little effect.
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Figure 1. Motivational analysis of our method.

Highlights

A weight‐space analysis showing that direction reconstruction is the key mechanism behind one‐step distillation.
LoRaD: a parameter‐efficient adapter that rotates pre‐trained weight directions with learnable low‐rank angles.
WaDi: a VSD‐based one‐step distillation framework that uses LoRaD in both student and fake model branches.
Strong generalization to controllable generation, relation inversion, high‐resolution synthesis, and customization.

Why LoRaDWorks

Key idea: keep the norm, rotate the direction.
Instead of additive updates, LoRaD applies orthogonal 2 × 2 rotations over odd‐even weight pairs, then factorizes the rotation angles as A · B to reduce trainable

parameters.
Result: more expressive direction updates, preserved norms, and a better quality‐ efficiency trade‐off than LoRA / DoRA / FT.

Takeaways

Direction‐aware updates provide a more faithful target for one‐step diffusion distillation than generic low‐rank additive tuning.
The method is backbone‐agnostic and has been validated on SD 1.5, SD 2.1, and PixArt‐α.
WaDi achieves SOTA or near‐SOTA image quality and text‐image alignment while remaining training‐efficient.

Method Overview
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Figure 2. (Left) Detailed architecture of the Low‐rank Rotation of weight Direction (LoRaD) module. (Right) Overview of the Weight Direction‐aware Distillation (WaDi) framework.

Visualization

Figure 3. One‐step samples from WaDi.

Qualitative Comparison
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Elon Musk dressed as a medieval-style king.A hyperrealistic photo of a fox astronaut, perfect face, artstation

Masterpiece color pencil drawing of a horse; bright vivid color

Highly detailed mysterious egyptian (sphynx cat), 

skindentation: 1.2

Cute small Corgi sitting in a movie theater eating popcorn

Half-length head portrait of the goddess of autumn with wheat 

ears on her head, depicted as dreamy and beautiful,by wlop

Portrait of a woman with freckles and a necklace on 

her neck lightly smiling at the camera

A dog is reading a thick book.

a shiba inu wearing a beret.

Large dog looking at television show in living 

room.
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Figure 4. Qualitative comparison with other methods, where ∗ indicates our reproduced results.

Downstream Tasks
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Figure 5. Quality results by Controlnet with or without WaDi.
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